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Introduction

These Database Design Guidelines are designed to introduce the concepts of Normalisation and methods of implementing a good database design structure. 

Guidelines are not designed to stifle developer creativity by enforcing rigid and unnecessary rules.  It may be that cases will be built to selectively not implement some standards for performance reasons.

All developers should be encouraged to provide input to these guidelines and to submit recommendations where they feel their experience may benefit other developers.

Developers should make a judgement as to whether it is advisable to retrospectively apply design standards to existing databases. This will require testing, so it may be advisable to only retrospectively apply design standards when making significant changes.

Normalisation

Normalisation is the process of optimising database design using formal methods to separate data into multiple related tables. A characteristic of Normalisation is a greater number of narrow tables (with fewer columns) rather than wide tables. 

Some of the benefits of normalization include:

· Faster sorting and index creation. 

· A larger number of clustered indexes.  

· Narrower and more compact indexes. 

· Fewer indexes per table, which improves the performance of INSERT, UPDATE, and DELETE statements. 

· Fewer NULL values and less opportunity for inconsistency. This also increases database compactness.

· Duplication of data is minimised.

Some of the key principles of normalization are:

· Each table should have a unique Identifier. 

· A table should store only data for a single type of entity. 

· A table should avoid nullable columns. 

· A table should not have repeating values or columns.

One thing to remember is to keep normalisation reasonable. The more you normalise the more complex joins are required. This can hinder performance. One rule to remember is that few regularly executed statements should have more than four joins.

However, it is better to start with a normalised design and then selectively denormalise.

The remainder of this document illustrates the key methods of implementing a normalised database design, providing examples to enhance understanding.

Identity Columns

The Identity Property creates a unique sequential identifier for each row. All tables should have an Identity column to uniquely identify each row.

A rule to follow when naming an Identity column is to call this the same as the table name with an ID suffix. Ignore the table prefix tbl, if this standard is implemented. E.g.:

Table is tblPanellistAddress and identity column is PanellistAddressID.

Identity constraints are created using the IDENTITY clause of the CREATE TABLE command or using Identity check boxes in Table Design mode or using the Database Diagram tool (Enterprise Manager). E.g.:

CREATE
TABLE dbo.tblTitle


      (TitleID  
INTEGER NOT NULL 

                  
IDENTITY PRIMARY KEY,



Description
Description)

Identity columns must be specified as not nullable.

With Identity constraints you can specify:

· An Identity Seed property (where numbers will start from, generally you leave this, as the default is 1)

· An Identity Increment property (this defines the increment that will be added to the Identity Seed for each subsequent row, generally you leave this, as the default is 1)

The @@IDENTITY system variable returns the number generated by an INSERT statement (See example in Example of Referential Integrity In Action section).

You cannot explicitly specify values for an Identity column unless IDENTITY_INSERT is set ON.

E.g.:

	1. Set Identity Insert on.

2. Load Values explicitly.

You must provide a column list.

3. Do not forget to set Identity Insert back off again.
	SET
IDENTITY_INSERT Title ON

INSERT
INTO Title


      (TitleID, Description)

VALUES
(6, 'Rabbi')

SET
IDENTITY_INSERT Title OFF


Column Attributes

Nullability

Null means no value has been entered or the value is unknown.

In general try to avoid allowing nullable columns for the following reasons:

· Nullable columns can incur more complexity. Comparisons between 2 null values or a null and another value returns an unknown value as one or both values are unknown. This can require that you code around these issues. 

· Defining columns as not null helps to maintain data integrity as it ensures that a value must be entered.

A better method may be to create a default value instead. 

Only allow columns to accept Null values if you need to explicitly know that no value has been entered.  However a normalised design coupled with a sensible interface should render even this unnecessary. The very fact that the user has accessed a screen and not entered a value into the data capture object for a column means that the entry can be recorded as empty.

A Primary key or identity column cannot contain nulls.

At the very least, whenever defining a table, always explicitly say NULL or NOT NULL in every column definition. 

The following example illustrates setting the Null value for a column. Setting a Null value for a user-defined data type (in this case Description) is not necessary as this is implied in the definition of the a user-defined data type (see User Defined Data Types section).

CREATE
TABLE dbo.tblTitle


      (TitleID  
INTEGER NOT NULL 

                  
IDENTITY PRIMARY KEY,



Description
Description)

Primary Key Constraints

Primary Key values uniquely reference a row. 

When you create a primary key constraint, SQL creates a unique index to support it.

You can specify Primary Keys as Clustered or Nonclustered. If you do not specify Clustered or Nonclustered and there is not already a Clustered Index associated with the table, the index associated with the Primary Key constraint will be created as Clustered.

One Primary Key Constraint is allowed per table.

Primary keys can have multiple columns (composite).

You create primary keys when first defining the table or you can add them later.

To modify primary keys you must delete the original and add again.

You cannot change the length of a column defined as a Primary Key Constraint (you must drop the constraint, change the column definition and add the constraint again).

Primary Key Constraints can be added via Enterprise Manager or with the CREATE TABLE, ALTER TABLE… ADD CONSTRAINT statements.

This example creates a primary key with a non clustered index:

CREATE
TABLE dbo.tblStatus


      (StatusID  
INTEGER NOT NULL 

                  
IDENTITY PRIMARY KEY NONCLUSTERED,



Description
Description)

When adding primary keys later, SQL Server checks that existing data does not transgress the files (i.e. no duplicate or null values).

Primary Key Constraints cannot be deleted if referenced by a foreign key constraint.

Unique Constraints

Unique Constraints ensure that there are no duplicate values entered in the rows defined as the constraint keys.

Unique Constraints should be used under the following conditions:

· A Primary Key constraint already exists

· The key columns allow nulls

Unique Constraints can also be referenced by foreign key constraints.

Creation method and rules are the same, except substitute PRIMARY KEY command with UNIQUE and the key columns can be null.

Check Constraints

Check Constraints enforce Domain Integrity (validity of entries for a column) by limiting values that can be accepted by a column.

The difference between this and Referential Integrity is that the values are validated rather than derived in a list from another table.

Valid values for a column are determined using a logical (Boolean) expression. 

Multiple Check Constraints are allowed per column with Check Constraints evaluated in the order they are created.

Check Constraints can be applied at a column level if they do not refer to any other columns.

Where the validity of values in one column is dependent upon the values in another column, Check Constraints should be applied at the table level.

In a distributed application Check Constraints provide the following advantages:

· If data is entered into the database from entry points other than the front end / business layer (where validation is performed), the invalid data will not be loaded to the database.

· The database is self-documenting insofar that business rules can be identified from the table structure.

In a distributed application Check Constraints provide the following disadvantages:

· If data is already validated in the front end / business layer, repeating validation in the table structure is a duplication of work. All changes to business rules are applied twice, doubling effort.

· There will be a small performance hit when data is updated.

Validation should be applied by the application before a trip is made to the server, so Check Constraints may be considered redundant in a well-designed application. Therefore, you will need to make a judgement as to whether it is necessary to build logic using Check Constraints.

The following example demonstrates Check Constraints at a column level (Chk_IsValidTesting) and at the table level (Chk_IsValidTesting2):

CREATE
TABLE tblTest



(TestID

INTEGER 
IDENTITY NOT NULL 






CONSTRAINT 
Pk_TestID_Index PRIMARY KEY,



IsValidTesting
INTEGER NOT NULL 






CONSTRAINT 
Chk_IsValidTesting 




CHECK 
(IsValidTesting IN (0,1)), 


IsValidTesting2
CHAR(1) NOT NULL,



CONSTRAINT 

Chk_IsValidTesting2 


CHECK 

(IsValidTesting = 1 





AND 
IsValidTesting2 IN ('A','B','C','D','E')





OR 
IsValidTesting2 IN ('W','X','Y','Z')))
Rules

Rules perform some of the same functionality as a check constraint. However they are only included for backward compatibility.

Check constraints are preferred to Rules as you can only have one rule per column but multiple check constraints per column.

However as it is not possible to add Check Constraints to User Defined Data Types, it is possible to create and bind rules to user-defined data types. Therefore Rules still have a limited use in SQL Server.

See the Binding Rules To User Defined Data Types section for more information.

Default Values

When you insert a row into a table, but do not supply a value for a column, a default value can be automatically loaded.

Defaults can be created in 2 ways:

· Use the DEFAULT clause when creating the column definition with the CREATE TABLE or ALTER TABLE commands or via Enterprise Manager in Table Design mode or using the Database Diagram. This is the preferred, standard way to restrict column data because the definition is stored with the table and is automatically dropped when the table is dropped. 

· CREATE DEFAULT command. This is beneficial when the default is used multiple times for multiple columns and for User Defined Data Types (for an example see Binding Defaults To User Defined Data Types )

The following example illustrates setting a default value using the DEFAULT clause with the CREATE TABLE command:

CREATE
TABLE dbo.tblPanellists



(PanellistsID

INTEGER NOT NULL IDENTITY UNIQUE,



PanellistsAddressID
INTEGER NOT NULL







REFERENCES PanellistsAddress(PanellistsAddressID),



FirstName


FirstName,



SurName


SurName,



TitleID


INTEGER NOT NULL







REFERENCES Title(TitleID),



CreationDate

DATETIME NOT NULL







DEFAULT GETDATE())

When adding a default definition to an existing column, the default definition is not added to existing rows.

When adding a new column with a default definition to an existing table, you can specify that the default value is loaded to existing rows.

Triggers

Triggers are a special class of stored procedure that are automatically called in an Update, Insert or Delete statement that is issued against a table or view. Triggers are used to enforce business rules. Triggers should be prefixed with tr_ and suffixed with the action or actions it is performing.

Eg. 
tr_CustomerUpdate_InsertDeleteUpdate

tr_CustomerUpdate_InsertDelete

tr_CustomerUpdate_Insert

Triggers are commonly used for:

· Maintaining running totals

· Creating an audit trail of data modifications

· Complex data integrity

However, the overuse of triggers can degrade system performance.

Use when:

· Data integrity methods do not meet the function of an application. E.g. the trigger changes a numeric value in a second table when a row in the first table is removed.

· Changes must cascade through related tables. E.g. an order is placed and you need to decrement stock levels.

· If the Database is denormalised and you need an automatic way to update redundant data in multiple tables.

· A value in one table must be validated against an identical value in another table or in a separate database.

· Customised messages and complex error handing are required. Beware of returning messages from triggers unless these are anticipated by the calling application.

Multi Value Fields

	Never store multiple values in a single field:

E.g. 
Purchases = ’1,2,3,4,5’

If multiple values are required:

1. Create a secondary table.

2. Link the 2 tables via a key field using Referential Integrity (see the Referential Integrity section)

3. Store values in the secondary table.
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Lookup Tables

	When populating drop down lists on the web site, do not hard code values in the ASP page. Instead:

1. Store values in a lookup table with a key field defined using an Identity constraint. (See script example on right.)

2. Link the lookup table to the table which will store the results captured on the web site via a key field using Referential Integrity (see the Referential Integrity section)

3. Populate the drop down list with the contents of the lookup table. (See script example on right.)

Display the Description field to the user, but store the Identity column value when the user makes a selection.

4. When saving results from the front end, save the Identity column value in the result table.

This has the added benefit of making the database self-documenting. There is no need to interrogate the front-end application to determine valid values for a column.
	-- Create Lookup table for Title

-- Base Description field on user-defined data type

CREATE
TABLE dbo.tblTitle


      (TitleID  INTEGER NOT NULL 

                  IDENTITY PRIMARY KEY,



Description
Description)

-- Populate lookup table

INSERT
INTO Title


      (Description)

VALUES
('Mr')

INSERT
INTO Title



(Description)

VALUES
('Mrs')

INSERT
INTO Title



(Description)

VALUES
('Ms')

INSERT
INTO Title



(Description)

VALUES
('Dr')




Referential Integrity

Referential Integrity:

· Supports data integrity and consistency by ensuring that key values are consistent across different tables.

· Preserves the relationship between tables when rows are inserted, updated and deleted.

· Ensures there are no references to non-existent values or if key changes are performed, they are applied consistently between tables (using Cascading Referential Integrity).

· Is based upon relationships between foreign keys and primary keys or foreign keys and unique keys.

In effect Referential Integrity prevents you from:

· Adding a record in a foreign table if there is no corresponding entry in the primary table.

· Changing values in a primary table, which results in orphaned rows in foreign table.

· Deleting rows in the primary table if there are related rows in a foreign table.

Referential Integrity can be set up in Enterprise Manager using the Database Diagram tool or using T-SQL.

To set up Referential Integrity using the Database Diagram:

1. Create a column in the foreign table (child table) that matches the key field of the primary table (parent table).

In the primary table, this key field should have a unique or primary key constraint (index).

These columns should have the same data type and size. Some exceptions are allowed:

· A char column or sysname column can relate to a varchar column. 

· A binary column can relate to a varbinary column. 

· A user-defined data type can relate to its base type. 

It is recommended that where possible, both fields have the same name.

2. Click the square to the left of the column name in the primary table and drag it to the foreign table.

3. Set values in the Create Relationship dialog box as shown below left.

4. A link and relationship label will be displayed as below right.
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To set up Referential Integrity using T-SQL, add the foreign key reference to an existing child table using the ALTER TABLE command. 

E.g.: 

ALTER 

TABLE tblPurchases

ADD FOREIGN 
KEY (PanellistsID)

REFERENCES 
Panellists(PanellistsID)

To add a foreign key reference when initially creating a table use the REFERENCES clause.

E.g.:

CREATE
TABLE dbo. tblPanellists



(PanellistsID

INTEGER NOT NULL IDENTITY UNIQUE,



PanellistsAddressID
INTEGER NOT NULL







REFERENCES 
tblPanellistsAddress(PanellistsAddressID),



FirstName


FirstName,



SurName


SurName,



TitleID


INTEGER NOT NULL







REFERENCES 
tblTitle(TitleID),



CreationDate

DATETIME NOT NULL







DEFAULT 
GETDATE()

Example of Referential Integrity In Action

This example shows how to create and populate tables using Referential Integrity.

The following SQL statement creates a Panellist (User) Address table. In this example, the Address table is defined as the primary (parent) table in a relationship with a Panellist (User) table to allow multiple Panellists to be recorded at the same address. The key field (PanellistsAddressID) is used to link the two tables. This is defined with a Unique constraint. This example does not allow recording multiple addresses for panellists. To create many to many relationships see the Many To Many Relationships section.

CREATE
TABLE dbo. tblPanellistsAddress



(PanellistsAddressID 
INTEGER NOT NULL IDENTITY UNIQUE,



Address1


AddressLineNotNullable,



Address2


AddressLineNullable,



Address3


AddressLineNullable,



Town



AddressLineNotNullable,



County


AddressLineNotNullable,



Postcode


Postcode)

CREATE
CLUSTERED INDEX Postcode 

ON 

tblPanellistsAddress(Postcode) 

This SQL statement creates the child table in the relationship. The field PanellistsAddressID is repeated and references the parent table with the REFERENCES clause.

CREATE
TABLE dbo. tblPanellists



(PanellistsID

INTEGER NOT NULL IDENTITY UNIQUE,



PanellistsAddressID
INTEGER NOT NULL







REFERENCES PanellistsAddress(PanellistsAddressID),



FirstName


FirstName,



SurName


SurName,



TitleID


INTEGER NOT NULL







REFERENCES Title(TitleID),



CreationDate

DATETIME NOT NULL







DEFAULT GETDATE())

The following SQL statements demonstrate how the tables would be populated.

This works as:

1. The primary (parent) table (the Address table) must be populated first.

2. The Identity value for the Address update is derived using the @@IDENTITY system variable.

3. The foreign (child) table (Panellist / User table) is updated and the Address Identity column written to enforce the link between the two tables.

DECLARE
@PanellistsAddressID Integer

-- Load Address

INSERT
INTO tblPanellistsAddress


(Address1,



Address2,


Address3,



Town,


County,



Postcode)

VALUES
('30 Buckingham Gate',


'',



'',


'Victoria',



'London',


'SW1E 6NN')

-- Obtain Identity value for new Address row

SET

@PanellistsAddressID = @@IDENTITY

-- Load Panellists details

INSERT
INTO tblPanellists


(FirstName,



SurName,


TitleID,



PanellistsAddressID)

VALUES
('Gerrod',


'Taylor',



1,


@PanellistsAddressID)

A table referenced by a foreign key constraint cannot be dropped.  You must first remove the foreign key constraint or drop the referenced table (parent table) first.

Many To Many Relationships

The previous example demonstrates setting up referential integrity to support multiple panellists at a single address. In the event that the database schema also had to support multiple addresses for panellists, it would be necessary to create a many to many relationship.

Many to many relationships are obtained by the use of a third table (known as a Junction table).

The junction table should contain the matching columns from both primary (parent) tables with references created to the primary keys in the primary tables.

This is illustrated in the following diagram:
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User Defined Data Types

As well as the standard System Data Types available in SQL Server, developers can create their own Data Types, which are based on a System Data Type. These are known as User Defined Data Types.

User Defined Data Types are useful in that they ensure that whenever the same type of data is stored in different tables, the column definition is the same.

User Defined Data Types are created in the current database, but they can be set up in the Model database to be inherited by new databases. See Model Database section for more information.

User Defined Data Type definitions require three parameters:

· Name 

· The system data type upon which the new data type is based 

· Nullability (whether the data type allows null values) 

Create as:

EXEC sp_addtype Description, 'Varchar(50)', 'NOT NULL'

To remove a user-defined data type:

EXEC sp_DropType Description

Once a User Defined Data Type has been assigned to a Table Column it is not possible to remove a User Defined Data Type until the column has been redefined with a different data type.

Binding Rules To User Defined Data Types

Although it is not possible to add Check Constraints to User Defined Data Types, it is possible to create and bind rules to user-defined data types. For more information on Rules, see the Rules section. 

The following example shows how a Rule can be built:

-- Create Postcode layout rule

CREATE
RULE Postcode_Rule

AS




SUBSTRING(CAST(@Postcode AS VARCHAR), 1, 1)  BETWEEN 'A' AND 'Z'

-- Second digit can be alphanumeric

AND 
(SUBSTRING(CAST(@Postcode AS VARCHAR), 2, 1) BETWEEN 'A' AND 'Z'

OR

ISNUMERIC(SUBSTRING(CAST(@Postcode AS VARCHAR), 2, 1)) = 1)

-- Third digit

-- If 2 digit Postcode Area Third digit must be numeric

AND

(((SUBSTRING(CAST(@Postcode AS VARCHAR), 2, 1)  BETWEEN 'A' AND 'Z'

AND

ISNUMERIC(SUBSTRING(CAST(@Postcode AS VARCHAR), 3, 1)) = 1

-- If 1 digit Postcode Area Third digit must be numeric or a space

OR

ISNUMERIC(SUBSTRING(CAST(@Postcode AS VARCHAR), 3, 1)) = 1

OR

SUBSTRING(CAST(@Postcode AS VARCHAR), 3, 1) = ' ')))

-- Fourth digit must be alphabetic or a space

AND

(SUBSTRING(CAST(@Postcode AS VARCHAR), 2, 1)  BETWEEN 'A' AND 'Z'

OR

SUBSTRING(CAST(@Postcode AS VARCHAR), 4, 1) = ' ')

-- First digit of Outcode must be numeric

AND 
ISNUMERIC(SUBSTRING(CAST(@Postcode AS VARCHAR), LEN(@Postcode)-2, 1)) = 1

-- Second digit of Outcode must be numeric

AND 
SUBSTRING(CAST(@Postcode AS VARCHAR), LEN(@Postcode)-1, 1) BETWEEN 'A' AND 'Z'

-- Final digit of Outcode must be numeric

AND 
SUBSTRING(CAST(@Postcode AS VARCHAR), LEN(@Postcode), 1)   BETWEEN 'A' AND 'Z'

GO 

Once a rule is defined it must be bound to the user-defined data type as:

sp_bindrule 'Postcode_Rule', 'Postcode'

To remove a rule:

Unbind the rule from all data types that use it. E.g.:

sp_unbindrule 'Postcode'

Drop the rule:

DROP RULE Postcode_Rule

Binding Defaults To User Defined Data Types

It is possible to create a Default constraint and bind this to a User Defined Data Type.

Create the Default constraint with the CREATE DEFAULT command. E.g.:

-- Create Empty string default to replace Nulls

CREATE
DEFAULT DF_EmptyString

AS


‘’

GO

Next, bind the default to the User Defined Data Type. E.g.:

-- Bind default to AddressLineNullable

sp_bindefault DF_EmptyString, 'AddressLineNullable', 'futureonly'

Indexes

Do not create an index for every column, just the most commonly used queries. Too many indexes hinder performance as when the table is modified the index must be updated to reflect the changes.

Clustered indexes enforce uniqueness internally. You can create a non-unique clustered index, but SQL Server will create a unique value on the redundant columns to serve as a secondary sort key. This creates additional work, so try to create clustered indexes for unique columns or unique combinations of columns.

Good candidates for Non Clustered Indexes are:

· Foreign Keys.

· Where all of the columns are referenced in a commonly used query.

· For queries that return a small number of results.

· Where the most commonly used queries select ranges of data for that column.

Avoid creating a clustered index on an Identity column for the following reasons:

· Users tend to select data for identity columns by referencing the specific value rather than using ranges. Clustered indexes are especially helpful for ranges.

· When the Identity column is the clustered index key, rows tend to be added monotonically (incrementing the identity value), so data is inserted in the same physical disk location, resulting in a hot spot. This will not apply to static lookup tables not updated by the application.

Avoid creating a clustered index on a Date column if data is inserted in the date order as this can also cause users to queue up when requesting data by the date order or when inserting data.

If a large and heavily accessed table, it may be a good idea to distribute the data across the disks associated with the table in such a way that data is inserted evenly through the table. This improves access concurrency and overall I/O performance.

It is recommended that you enforce uniqueness via a constraint rather than applying the unique index characteristic. This will create an index anyway.

Naming Conventions

As with all other objects (stored procedures, views, constraints), tables should be named with an object specific prefix.

Name all tables with a tbl prefix.

Follow the key word with a succinct description.

Start new words with capital letters. All other letters should be lower case. This aids readability.

E.g.:

· tblUserAddress 

· tblUserRegistration

Ownership

All tables (as with all other SQL objects) should be created as owner dbo. This improves performance by allowing SQL Server to set up ownership chains. 

If all objects are owned by the same owner, SQL only needs to check that the user has been granted EXECUTE permission of the initial stored procedure rather than checking permissions for all objects with different owners.

Implementing Changes

Database design changes should be modelled on the Development server. 

Once development is considered complete, structure changes should be uploaded to the Test server as:

1. Backup the Test database to safeguard against errors.

2. Implement changes using a script. 

Database structure changes should never be implemented directly via Query Analyser or Enterprise Manager.

3. Archive the script so that it can be subsequently used for implementing changes on the Live database.

Once testing has been approved, structure changes should be uploaded to the Live server as:

1. Backup the Live database to safeguard against errors.

2. Implement changes using the archived script. 

Implementing changes using a script has the following advantages:

1. It lessons the chance of user error.

2. It prevents an inconsistency between the implementation on the Test and the Live servers. 

3. In the event of implementations needing to be repeated (e.g. the Test database has been overwritten), this can be done quickly.

4. It provides a history of structure changes.

If applying changes via Query Analyser, save scripts:

1. File Menu

2. Select Save As
If applying changes via the Database Diagram tool, save scripts as:

1. Right click on diagram (but not on a table). 

You will also be prompted to save changes and create a script when you exit the diagram.

2. Select Save Change Script
3. Select Yes to save change script to a file

Scripts will be saved locally to C:\MSSQL\BINN\DbDgm<n>.sql (Where <n> is an incremental number).

You can also set SQL to automatically generate a change script on every save.

Model Database

Whenever you create a new database, the model database is copied to the primary data file to initialise the new user database and its Meta data. 

Any generic objects (tables, views, stored procedures, user-defined data types, constraints or rules) that should be applied to all newly created databases, can be placed into the Model database for automatic inheritance, thus ensuring a consistent implementation.

Database Diagrams

SQL Server provides a Database Diagram tool for creating, managing, and viewing database objects in a graphical format. 

As well as providing a graphical interface for maintaining the database schema, the Database Diagram tool provides a good visual tool to view the tables and their relationships. Using print screen the diagram can be pasted into Microsoft Paint for editing and can be embedded in user documentation.

Changes to database objects can be applied automatically to the database when you save the diagram.

It is also possible to script the changes for applying later or for implementing on Production or Live databases (see the Implementing Changes section).

When building a diagram, avoid crossing relationship lines. This will greatly enhance readability. 

When reverse engineering a database into a diagram, SQL Server will try to arrange tables automatically. Despite SQL Server’s best efforts, in a normalised database with more than a few relationships, there are likely to be some crossed lines. The easiest way to reorganise the diagram layout is to:

1. Right click on the tables.

2. Select Name Only. 

3. Move tables to eradicate crossed lines.

4. Right click on the tables.

5. Select Column Names (or Column Properties) if you want to show table structure.

Database diagrams can be used to display the entire schema of a database or a subset of files that encompass a particular aspect of the database schema.

The most useful database diagrams generally fit on a single page.

Database diagrams provide the following display options to enhance readability:

· Tables can be sized to show only selected columns.

This is useful for showing key fields if the diagram is too complicated to show all columns and fit on a single page.

· The entire column list can be displayed.

This is useful for finding columns at a glance, but may become difficult to interpret if the schema becomes complex.

· Column Properties can be displayed. 

This is probably only useful for maintaining the structure or where the schema is very simple.

· Column Names can be displayed.

 This is useful for complex schemas. It allows you to see tables and relationships. You can right click on a selected table to explode the column list or properties.

The following examples demonstrate:

· An example of all tables in a database, showing only key fields.

· An example of selected tables to illustrate a specific aspect of the schema, showing all column names.

· An example of selected tables showing all column properties.

Diagram Example – All Tables Without Full Column List
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Diagram Example – Selected Tables With Full Column List
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Diagram Example – Selected Tables With Column Properties
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